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Abstract

Binary classification often requires controlling both type I and type II error rates at prespecified
levels. When the class distributions overlap substantially, the two error limits may be incompatible
if every observation must be classified. We study Neyman—Pearson classification with indecisions
(NPT), which permits uncertain observations to remain unclassified and assesses selective type I
and type II errors among definitive classifications within each class. For an independently trained
score, we develop a model-free calibration procedure that combines all candidate threshold pairs
passing calibration into a rule whose decision region contains that of every passing candidate.
We couple the entire threshold search to a common martingale within each class and compute
its finite-horizon crossing probability exactly, avoiding a multiplicity adjustment for the number
of candidate pairs. The resulting classifier satisfies both population selective error limits
simultaneously with user-specified high probability in finite samples, without assumptions on the
accuracy of the fitted score. We bound the additional indecision due to calibration and evaluate
the procedure in simulations and applications to recidivism and credit-default prediction.

Keywords: Abstention; Distribution-free inference; Finite-sample validity; Label shift; Test martin-
gale.

1 Introduction

Artificial intelligence systems are used to support decisions in medicine, finance, and criminal
justice, where incorrect classifications can have serious consequences for the individuals involved.
Examples include identifying patients with a disease, detecting fraudulent transactions, and assessing
recidivism risk. Although advances in machine learning have improved predictive performance, high
accuracy alone does not ensure that a classifier’s errors remain below levels acceptable to the user.
Consequential decisions therefore call for explicit error guarantees at levels chosen by the user.

A binary classifier can make an error by assigning an observation from class 1 to class 2, or an
observation from class 2 to class 1. In Neyman—Pearson (NP) classification, the corresponding class-
conditional misclassification probabilities are termed the type I and type II error rates, respectively
(Tong et al., 2018). These errors can have different consequences. In disease screening, classifying a
healthy individual as diseased may lead to unnecessary follow-up, whereas classifying a diseased
individual as healthy may delay diagnosis. Both class-conditional error rates may therefore need
to be controlled, potentially at different levels. The NP paradigm addresses this asymmetry by
minimizing type II error subject to a prescribed limit on type I error (Scott and Nowak, 2005).
However, the minimum achievable type II error under this constraint may still be unacceptably
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Figure 1: Comparison of NP and NPI classification on COMPAS. Left: NP umbrella, which classifies every
observation. Right: NPI, which permits indecisions. Violins show held-out errors across all 1,000 partitions
from Section 5.1. Symbols mark medians, vertical intervals span the 5th-95th percentiles, and green ticks at
zero are labeled with the percentage of partitions with zero error. Dashed lines mark the 25% target, imposed
on type I error for NP and jointly on both selective errors for NPI.

large. When the class distributions overlap substantially, even an oracle knowing both distributions
may be unable to meet the desired limits on both errors if every observation must be classified.

One way to address this difficulty is to allow an indecision for observations that cannot be
classified with sufficient confidence (Herbei and Wegkamp, 2006; Sun and Wei, 2011; Rava et al.,
2026). These observations can be referred for further assessment, while definitive decisions are made
on the remaining observations. This selective approach shifts attention to the reliability of the
decisions actually made. A common criterion in this framework is the false selection rate (FSR),
defined as the expected fraction of incorrect classifications among observations receiving a definitive
decision. Class-specific FSR criteria assess this fraction separately among observations assigned to
each class (Gang et al., 2024; Sun and Xia, 2025).

However, even class-specific FSR control does not generally provide class-conditional error
control. Class-specific FSR criteria assess errors among observations assigned to a class, rather than
among classified observations belonging to that class. In disease screening, FSR control for positive
predictions limits the expected fraction of healthy individuals among those labeled positive. This
fraction can be small even when a large proportion of the healthy individuals receiving a definitive
decision are labeled positive. A small FSR among negative predictions does not rule out this
possibility. Hence, reliable predictions for both labels do not necessarily imply low misclassification
probabilities within both classes.

This article studies Neyman—Pearson classification with indecisions (NPI) to address this issue.
We consider the selective type I and type II error rates, which measure the probabilities of misclassifi-
cation among observations from class 1 and class 2, respectively, conditional on receiving a definitive
decision. The two error limits can be chosen separately to reflect the different consequences of
misclassification for the two classes. Our goal is to minimize the proportion of indecisions subject to
both error constraints.

Figure 1 contrasts conventional NP classification with our NPI procedure using the COMPAS
recidivism data (Angwin et al., 2016; Dieterich et al., 2016). The left panel shows the NP umbrella
classifier of Tong et al. (2018), which assigns a class label to every individual. It controls the
population type I error at the 25% target with high probability, but places no corresponding bound
on type II error. In the displayed results, the held-out type I errors are centered below the target,
whereas the type II errors lie well above it. The right panel shows our NPI procedure, which



permits indecisions. The procedure provides a joint high-probability guarantee that both population
selective errors are at most 25%. Both plotted selective error distributions are centered below this
common target.

Obtaining this joint population guarantee from finite data requires valid calibration of the
classification thresholds. In practice, a fitted classifier supplies a score, but the population selective
errors associated with candidate thresholds are unknown. Choosing thresholds that satisfy both
population constraints therefore requires more than checking whether their empirical errors are
below the desired levels. We develop a data-driven NPI algorithm that tests candidate threshold
pairs using a labeled calibration sample independent of score training. The decision regions of all
pairs passing both calibration tests can be combined into one rule that also passes and classifies at
least as many observations as any of these candidates.

This paper makes several contributions. First, we develop a model-free calibration algorithm
that accommodates scores from any independently trained classifier, including complex black-box
models. Second, we establish a joint finite-sample guarantee: both population selective error limits
hold simultaneously with probability at least 1 — §, for a user-specified §. A common martingale
construction bounds the probability that any threshold pair violating a class’s error limit passes its
check. The martingale’s exact crossing probability determines the critical values. Third, the selected
rule maximizes the decision probability within each class among candidates passing calibration,
without estimating class proportions. The error guarantee remains valid under label shift, where class
proportions change while the feature distributions within classes remain fixed. Finally, simulations
and real-data analyses illustrate the gains in coverage, including substantial improvements over
both Learn then Test implementations (Angelopoulos et al., 2025) in the nonlinear setting and the
applications.

1.1 Related work

NP classification develops decision rules subject to explicit class-conditional error constraints (Scott
and Nowak, 2005; Rigollet and Tong, 2011). The NP umbrella algorithm provides high-probability
type I error control for a broad range of scoring classifiers (Tong et al., 2018), and Tian and Feng
(2025) extend the NP formulation to multiple error constraints in multiclass problems. Most closely
related, Ndaoud et al. (2026) study the same selective type I and type II error criteria and the
objective of minimizing indecisions under both error constraints. They characterize oracle rules
and propose empirical threshold calibration. Our work develops a calibration procedure with joint
finite-sample guarantees for both population errors.

Allowing indecisions also connects our work to classification with a reject option (Chow, 1970;
Herbei and Wegkamp, 2006). Selective classification studies the trade-off between the fraction of
predictions retained (coverage) and the overall error among them (El-Yaniv and Wiener, 2010;
Geifman and El-Yaniv, 2017). FSR-based methods control the expected proportion of errors among
selected predictions, with guarantees for individual predicted classes and, in some settings, protected
groups (Gang et al., 2024; Sun and Xia, 2025; Rava et al., 2026). Related work uses conformal
p-values for predictive selection with false discovery rate control (Jin and Candes, 2023; Marandon
et al., 2024; Gazin et al., 2025). Class-specific FSR criteria group observations by assigned labels;
our selective errors condition on class membership among definitive decisions.

Set-valued classification offers another way to represent uncertainty by returning a set of plausible
labels (Lei, 2014; Sadinle et al., 2019). These methods seek informative sets subject to prediction-set
coverage requirements, which may be imposed separately within each class. Conformal prediction
also provides prediction-set coverage guarantees, including class-conditional coverage (Shafer and
Vovk, 2008; Vovk, 2013; Romano et al., 2020). Such guarantees concern whether the prediction



set contains the correct label. They do not by themselves control the selective errors obtained
by retaining only singleton predictions, because the latter additionally condition on receiving a
definitive decision.

Finite-sample calibration translates population error requirements into data-driven decision rules.
Bates et al. (2021) construct risk-controlling prediction sets for general loss functions. The Learn
then Test (LTT) framework of Angelopoulos et al. (2025) allows simultaneous control of multiple
risks and data-driven selection among candidates passing its tests, including optimization of an
empirical performance criterion using the calibration data. Its calibration step uses a multiple-testing
procedure to account for selection among candidate rules. Single-start fixed-sequence testing avoids
a candidate-count adjustment, but requires an ordering fixed independently of calibration and stops
at the first nonrejection. Recent work also provides finite-grid guarantees for multiple selective error
metrics (Jemelen et al., 2026) and for selective risk, acceptance probability, and utility (Yu and Liu,
2026), with adjustments for the grid size. Uniform confidence bands for the class-conditional score
distributions, such as those supplied by the Dvoretzky—Kiefer—Wolfowitz inequality (Massart, 1990),
offer another route to simultaneous error bounds. A key innovation of our approach is a common
martingale construction that directly targets the selective error constraints within each class and
provides simultaneous validity for all passing threshold pairs, without a prescribed testing order or
a multiplicity adjustment for the number of pairs searched. We calibrate the critical values using
the exact finite-horizon crossing probability of this common process. We then combine the decision
regions of passing pairs to maximize coverage while preserving joint finite-sample error control.

1.2 Paper organization

Section 2 formulates the problem and derives an oracle rule. Section 3 presents NPI, its error
guarantee, and the cost of calibration. Sections 4 and 5 report simulations and the COMPAS
application, followed by a discussion in Section 6. The appendix contains proofs, additional theory,
implementation details, and the credit-card analysis.

2 Problem formulation

Suppose we observe a labeled data set D% = {(X;,Y;):j =1,...,n}, where X; € X is a feature
vector and Y; € C = {1, 2} is the corresponding class label. Our goal is to use these data to classify
new observations with explicit control of both type I and type II errors. For a generic observation
(X,Y) from the target population, let P; denote the conditional distribution of X given Y = 1,
and let m; =P(Y =) >0, ¢ = 1,2. We assume that the observed and future feature vectors are
independent conditional on their class labels, with common distribution P; within class i. Class
proportions may differ between the observed data and the target population; m; denotes the target
proportion.

2.1 Background: type I and type II errors

A standard classification rule g : X — C assigns every observation to one of the two classes. Taking
class 1 as the null state, the type I and type II error rates are, respectively,

RM(g) =P{g(X) #Y | Y =i}, i=12 (2.1)

These rates measure the probability of misclassification conditional on the actual class.
In applications where the two types of error have different consequences, it is often desirable to
give one error priority. The NP paradigm minimizes type II error subject to a prespecified type I



error constraint (Cannon et al., 2002; Scott and Nowak, 2005; Tong, 2013). For a user-specified
level o € (0, 1), the objective is to

minigmize RiM(g)  subject to RIM(g) < ay. (2.2)

The resulting type II error can be large, as Figure 1 illustrates for COMPAS.

2.2 A selective notion of classification error

To address this difficulty, we allow the rule to return an indecision. Consider a rule h : X — A with
action space A = {0,1,2}. The action h(X) = i assigns an observation to class 7, whereas h(X) =0
returns an indecision, corresponding to the reject option in classification (Herbei and Wegkamp,
2006; Sun and Wei, 2011). We define the selective type I and type II error rates by

Ri(h) =P{h(X) £Y |Y =i, h(X) £0}, i=1,2. (2.3)

Each rate measures the probability of an incorrect classification among observations that actually
belong to class ¢ and receive a definitive decision. Equivalently,

_ Ain(X) =2} _ PAR(X) =1}
-~ P{h(X) # 0} — Po{h(X) #0}

with the convention 0/0 = 0. These criteria combine the class-conditional perspective of the NP
paradigm with conditioning on selection. Controlling only the probabilities in the numerators above
can be misleading: a rule may make few errors simply because it rarely makes a decision. The
denominators restrict the assessment to the observations classified within each actual class. When
there are no indecisions, R;(h) = RI"(h), so the selective error rates reduce to the usual type I and
type II error rates.

Conditioning on the actual class distinguishes the selective type I and type II error rates from the
pooled selective risk, P{h(X) # Y | h(X) # 0}, which pools all definitive classifications (El-Yaniv
and Wiener, 2010; Geifman and El-Yaniv, 2017). Such a pooled criterion can be small even when
the selective error R;(h) is large for a class that contributes few decisions. The FSR evaluates the
expected fraction of errors in a finite set of selected observations, with the false discovery rate of
Benjamini and Hochberg (1995) as its multiple-testing special case. Class-specific FSR criteria
further distinguish errors among observations assigned to each class (Gang et al., 2024; Rava et al.,
2026). For example, when P{h(X) = 2} > 0, the population counterpart of the FSR for selecting
class 2 is P{Y = 1| h(X) = 2}. In contrast, R;(h) assesses errors among observations from class 1
that receive a definitive decision. Consequently, pooled or predicted-class error control does not
generally ensure that both selective type I and type II errors are small.

Allowing indecisions can reduce classification errors, but leaves some observations unclassified.
To quantify this cost, define the population indecision rate by

Rl(h) Rg(h)

2
D(h) = P{h(X) = 0} = Y mP{h(X) = 0}. (2.4)
=1

The coverage is C(h) = 1 —I'(h) = 32, mqi(h), where ¢i(h) = P;{h(X) # 0} is the decision
probability within class i. For prespecified levels aq, a2 € (0, 1), our goal is to

minihmize I'(h) subject to Ri(h) < ay, Ry (h) < an. (2.5)

The optimization is over all measurable classification rules, with randomization allowed. For a
randomized rule, the probabilities in (2.3) and (2.4) also average over the decision randomization.



2.3 The oracle rule

With the population distributions known, an oracle rule hO® solves (2.5). We show that such a rule
can be obtained by thresholding the likelihood ratio. Let f; denote the density of X given Y = 1,
i = 1,2, and define
Ji(z)
L(z) = .
(@) fa()

Large values of L(z) favor class 1, whereas small values favor class 2. Consider rules of the form

hiu(z) =2 1{L(z) < ¢} + 1{L(z) > u}, (2.6)

where 1{-} is the indicator function and 0 < ¢ < u < 4o00. Equation (2.6) specifies the decision
when L(z) ¢ {{,u}. At L = ¢ < u, randomization between class 2 and indecision is allowed; at
L = u > ¢, randomization between class 1 and indecision is allowed. When ¢ = u, all three actions
are allowed at the common threshold.

We choose the thresholds to minimize indecision while satisfying both error constraints:

(1OR 4 OR) ¢ arg min r(hE,). (2.7)
0<<u<+o00 '
Ri(hy,)<ay, i=1,2

The minimization is also over the randomization probabilities at L = ¢ and L = u. The following
theorem shows that this threshold search attains the optimum over all classification rules in (2.5).

Theorem 2.1. Let Hq be the collection of all measurable, possibly randomized classifiers satisfying
Ri(h) <@, i=1,2. Form >0 and oy; € (0,1), i = 1,2, problem (2.5) admits an optimal rule of
the form (2.6), with boundary randomization if needed. Consequently, (2.7) has a solution, and any
resulting rule hOR satisfies

L(h°R) = min T'(h).

(0= i T

If some rule without indecisions satisfies both constraints, the oracle thresholds can be chosen to
coincide and T'(h°R) = 0.

A related characterization in Theorem 2 of Ndaoud et al. (2026) minimizes selective type II
error at fixed indecision mass and selective type I level. Theorem 2.1 establishes existence and the
threshold representation directly for (2.5), including randomized boundary decisions.

Any strictly increasing transformation of L, including the posterior probability P(Y =1 | X = x),
gives the same decisions after adjusting the thresholds. This motivates learning a score that
approximates this ordering and calibrating its thresholds to meet both error requirements.

2.4 The data-driven objective

The oracle rule provides a benchmark for (2.5), but depends on the unknown class-conditional
distributions P;, P». In practice, both the score and its thresholds must be learned from data. The
resulting population selective errors are random, and controlling their empirical counterparts does
not ensure that both population constraints are satisfied.

Following the finite-sample NP framework (Rigollet and Tong, 2011; Tong et al., 2018; Yao et al.,
2023), we seek a data-driven rule h that meets both prescribed error limits with high probability.
Specifically, for a user-specified failure tolerance 6 € (0, 1), we require

P{R1(h) > a1 or Ra(h) > as} <6, (2.8)

6



Actual class 1 Baseline NP cutoff

Selective type | error

Selective type Il error

Ey

= —— <a
Eo + Co

E->

Ry

I
1
I
I
I
I
1
I
Actual class 2 :
|
]
]
|
|
|
|
I

>

T >
Y, w score s(x)

Correct (C;) Errors (E;) Indecisions

Figure 2: NPT assigns the lower and upper score tails to classes 2 and 1, respectively, and returns indecisions
between them. Within actual class ¢, F; and C; are the probabilities of an incorrect and a correct decision;
the selective error rate is F;/(E; + C;), excluding indecisions.

where the probability is taken over the data and any randomness used to construct the rule. Our
objective is to establish this joint guarantee in finite samples while keeping the population indecision

~

rate I'(h) as small as possible.

3 Methodology

The oracle analysis suggests assigning class labels to the two tails of a classification score and
allowing indecisions in between. To implement this approach, we split D°P® into a training sample
Dtain and an independent calibration sample D!, Let s : X — R be a score fitted and tuned using
only D" with larger values favoring class 1. Ideally, s is a strictly increasing transformation of the
likelihood ratio L. Our error guarantee requires no assumption on the accuracy of s or its ordering
relative to L. We use D! to choose the two thresholds and achieve the joint error guarantee in
(2.8).

3.1 Calibration for selective error control

Throughout this section, we condition on the training information (the training data and any
independent training randomization), so that s is fixed. For a candidate threshold pair —oco < £ <
u < +00, define

heu(z) =2-1{s(x) < £} + 1{s(z) > u}. (3.1)

The rule assigns class 2 to the lower score tail, class 1 to the upper tail, and an indecision to the
region (¢, u]; see Figure 2.

Conditional on the calibration labels, write D% = {(X45,1) : g =1,...,n4 i=1,2}, where the
Xij ~ P; are independent and n; > 1 is the number of observations in class i. For each pair (¢, u),
let

ml(ﬁ,u) = ZZ 1{hg7u(Xij) 75 O},

- (3.2)

ei(liu) => Uhp(Xy) =3—1d},  i=1,2.
j=1



denote the numbers of decisions and errors within class i. The number of correct decisions is
mz(& u) - ei(gv ’LL)

We assess a candidate rule by testing whether each selective error is below its target. Consider
first a threshold pair fixed before calibration and the hypotheses

Hy; : Rl(h&u) > oy versus Hy; - Rl(hﬂu) <ap, 1=1,2. (33)

Rejecting both null hypotheses provides evidence that the rule meets both error requirements.
Conditional on m;(¢,u) = m, the error count e;(¢,u) follows a Bin{m, R;(hs,,)} distribution.

For e errors and k correct decisions, we compare an error rate r < « with the null boundary «
through the binomial likelihood ratio of r to a. Averaging these likelihood ratios over r € (0, «)

gives the calibration statistic
L ofo/r\¢/1—r\F
B, (e, k) = — — dr. 3.4
aek) =2 [(2) (=5) ar (3.4)

Larger values of B,(e, k) provide stronger evidence for an error rate below «a: adding a correct
decision increases the statistic, whereas adding an error decreases it. To calibrate this statistic,
let &1, ...,&n be independent Bernoulli(ar) variables and write Wy, = 377", &, with Wy = 0. The
reference process Ty, = By (W, m — Wy,) is a nonnegative martingale with 7Ty = 1 (Shafer et al.,
2011). Ville’s inequality (Ville, 1939), valid for any nonnegative martingale starting at one, gives,
for ¢ > 1,

Ynalc) = IP’{ max T, > c} < 1 (3.5)

1<m<n C

However, this bound uses only the martingale property. Here T, is a function of a Bernoulli random
walk, allowing us to calculate 1, o(c) exactly and obtain smaller critical values. For each decision
count m, define the largest error count whose statistic exceeds ¢

ba,c(m) = max{e € {0,...,m} : Bo(e,m —e€) > c}, (3.6)
with value —1 when the set is empty. In particular, b, (0) = —1.

Lemma 3.1. Fizn > 1, a € (0,1), and ¢ > 1. Set po(0) = 1, and take pm(w) = 0 outside
0 <w < m. The recursion

pm(w) = {apm—1(w — 1) + (1 = @)pm—1(w) } 1{w > ba (M)},

Unalc) =1-— i Pn(w) (3.7)
w=0

computes the crossing probability exactly, and no(c) < 1/c. For a threshold pair fized before
calibration, if Ri(hey) > o, then

P{Bai(eiﬂ m; — 61‘) > C} < wni,ai(c),
conditional on the training information and calibration labels.

Choose per-class failure allowances 71,12 € (0,1) such that (1 —n)(1 —n2) > 1 — 4. The
product form relies on the independence of the two classwise calibration samples. Our default is
n =m=1—+1—4. We use the critical value

Cna(n) = min{c > 1: ¢Ppq(c) < n}, Ci = Cny,a; (Mi)- (3.8)



The minimum exists because max,, <y, Tp, takes finitely many values and the strict crossing probability

is right-continuous in ¢. Moreover, 1 < ¢, o(n) < 1/n, where 1/n is the critical value supplied by

Ville’s inequality. Thus every count pair (e, k) satisfying B, (e, k) > 1/n also passes the exact check,

and additional count pairs may pass. The recursion costs O(n?) operations for each candidate

critical value, and the critical value is obtained by a one-dimensional search. It depends only on the

sample size, error target, and failure allowance, so it can be computed before examining the scores.
A pair passes calibration if

By {ei(l,u), mi(l,u) —e;(€,u)} > ¢, i=1,2. (3.9)

Equivalently, e;(¢,u) < bq, c,{mi(¢,u)} for both classes. Let A denote the set of passing pairs, from
which we select the final classifier.

3.2 The NPI procedure

We select thresholds by combining the decision regions of all pairs passing calibration. Let G contain
the distinct calibration scores from both classes together with —oo and +o0o. Thresholds on this
grid represent all calibration decision patterns. Write Ag = AN (G x G). When this set is nonempty,
take the largest lower threshold and smallest upper threshold among the passing pairs:

lmax = max £, Umpin = mMin  u. (3.10)
(Lu)eAg (Lu)eAg
If ax < Umin, these thresholds give the union of their decision regions. If £.x > Umin, the two
tails overlap and a common threshold at upi, classifies every observation. Accordingly, define

~

(Za a) = (min{emaxa Umin}, umin)a h = hZa, (3.11)

and return h = 0 if Ag is empty.

Proposition 3.2. If Ag is nonempty, the pair in (3.11) passes calibration and satisfies
{2 :hey(z) #0} C{z:h(z) #0},  (Lu) € Ag. (3.12)

Thus h mazimizes decision probability among these candidates under every distribution of the score.
For the same score, calibration data, grid, targets, and allowances, its decision region also contains
that of every grid rule satisfying Ville’s checks Bo,(€i,mi —e;) > 1/n;, i = 1,2.

Calibration and threshold selection use only classwise counts, so neither requires estimating class
proportions. Algorithm 1 summarizes the NPI procedure.

A natural concern is whether selecting the largest decision region from many passing pairs
invalidates error control. Lemma 3.1 establishes validity only for a prespecified pair. The following
theorem shows that NPI preserves joint error control after this selection.

Theorem 3.3. Under the calibration sampling scheme in Section 3.1, suppose the measurable score
s, targets a; € (0,1), and allowances n; € (0,1) with (1 —m)(1 —n2) > 1—6 > 0 are fized before
calibration. Conditionally on the training information and calibration labels, when both class counts
are positive, for each class i and every ¢ > 1,

<u: ; i
P{ Fl<u: Ri(hey) > ay, (3.13)

Bo{ei(l,u), mi(l,u) —ei(f,u)} > c } < Vnjaq(€)-



Algorithm 1 Neyman—Pearson classification with indecisions (NPI)

Input: Training sample D™": independent calibration sample D% targets o, as; joint failure

tolerance 4.

1: Fit the score. Train and tune s using D" only.

2. Compute the critical values. If either class is absent from D, return h = 0. Use
m =mn2=1—+/1-—9 and compute ¢; = ¢y, o,(n;) from (3.8).

3: Form the candidates. Score the calibration data; let G contain their distinct scores and
—00, +00.

4: Assess the errors. For each ¢,u € G with ¢ < u, count the decisions m; and errors e; within
each actual class. The pair passes calibration if B, (e;, m; —e;) > ¢; for both i =1, 2.

5: Combine the decision regions. If any pair passes, compute fy,x and up, from (3.10) and
set (Z, u) = (min{lmax, Umin }, Umin). Otherwise, return h=0.

6: Classify new observations. If a pair was selected, assign class 2 when s(z) < Z, class 1 when
s(x) > 1, and an indecision otherwise.

Equality holds if the class-i score distribution is continuous. Consequently, with conditional probability
at least (1 —n1)(1 —n2), every pair passing (3.9) satisfies both population error limits. In particular,
Algorithm 1 returns a classifier satisfying

P{Ri(h) < a1, Ro(h)<as}>(1—m)(l—m)>1-34.

The last bound also holds conditional on the training information alone, including when a class is
absent and the algorithm returns only indecisions.

The key is to couple all candidate rules to a common reference sequence within each class. The
two-tail structure produces independent Bernoulli(e;) indicators whose mixture likelihood ratios
form a single martingale. The calibration statistic of every pair with R;(hs,,) > «; is bounded above
by this martingale at the pair’s decision count. Thus, if any violating pair passes, the common
process must cross ¢; within n; steps. The recursion in Lemma 3.1 calculates the probability of
this event, accounting for all decision counts and threshold pairs together. Equality concerns all
real threshold pairs and one class’s check; the selected rule must lie on the calibration grid and
pass both checks, so its violation probability can be smaller. Under the same conditioning, the two
classwise reference processes are independent. Multiplying their noncrossing probabilities gives the
joint guarantee. The detailed proof is given in Appendix Section A.4. Appendix Section B.4 extends
the count comparison to other prespecified calibration boundaries.

The guarantee remains valid under label shift: class proportions may differ between training,
calibration, and target populations, while the conditional distributions P; remain fixed (Lipton
et al., 2018). Both selective errors depend only on P;, so the same calibration event controls them
for every choice of positive target proportions. Proposition 3.2 also gives maximal coverage among
passing grid rules for every such target population.

Our sampling model assumes that calibration and future feature vectors from class i are
independent draws from the same distribution P;. Appendix Section B.1 extends the guarantee
to an infinitely exchangeable labeled sequence, using a fixed initial training block and the first
prespecified number of subsequent observations from each class for calibration.
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3.3 The cost of calibration

For a given score s, the ideal benchmark uses the known class-conditional score distributions to
minimize population indecision subject to both error constraints. NPI selects only pairs that pass
the calibration tests in (3.9), which can exclude pairs satisfying both population constraints. We
quantify the resulting additional indecision relative to this ideal benchmark.

As before, we condition on the training information and hold s fixed. Using the coverage C'(h)
defined in Section 2.2, the ideal coverage is

C; =sup{C(hey) : Ri(hey) < oy, 1 =1,2}. (3.14)

<u

When this supremum is attained, denote an ideal pair by (3, u}) and its rule by hy = hgs ,x. The

~ o~

difference C7 — C'(h) = I'(h) — I'(h%) measures the additional indecisions due to calibration. Let
Fi(z) = P{s(X) < z}, npin = min(ni, n2), and cmax = max(cy, c2).

Theorem 3.4. Under the assumptions of Theorem 3.3, suppose an ideal pair (€5, u}) exists with

finite thresholds and q;(h%) > 0, i = 1,2. Assume that each F; is continuously differentiable in
neighborhoods of both thresholds. Suppose there is a direction v = (vg,vy) such that U5 +tvy < u}+tv,
for all sufficiently smallt > 0, and

d
— R (hes g0y, ur+to.,) <0 for each i with R;(h}) = . (3.15)
dt t=0+

Let h be returned by Algorithm 1. There exist constants K,cy > 0, depending only on the fixed
score distributions, error targets, and population proportions, such that, for any B € (0,1 — ) and
Nmin > 2 satisfying 10g{NminCmax/B}/NMmin < co, with probability at least 1 — § — B conditional on

the training information and calibration labels, the selected rule satisfies Ri(h) < ay, i = 1,2, and

0<Cr—Ch) < K\/log{”mm%“/ﬂ}. (3.16)

Tmin

The bound quantifies the coverage cost through cp.x, which is smaller under exact calibration
than under Ville’s inequality. For fixed failure allowances, the bound is of order \/1og nmin/Mmin. The
proof first moves the ideal thresholds slightly to bring both errors below their targets. Condition (3.15)
ensures that an error margin of size ¢ costs at most O(t) in coverage. Taking ¢ of the order in
(3.16) makes this nearby rule pass calibration with high probability. Rounding its thresholds to
the calibration grid preserves all calibration decisions, and concentration of the classwise score
distributions bounds the resulting population coverage loss. The selected decision region contains
that of this grid rule. The detailed proof is given in Appendix Section A.5.

Remark 3.5. Condition (3.15) requires a common movement of the thresholds that reduces every
error rate at its target. It holds trivially when neither constraint is active at the ideal pair. For
distinct ideal thresholds, linear independence of the gradients of the active error rates is sufficient.
The condition is sufficient rather than necessary, but some control of the coverage lost in creating an
error margin is essential for the stated rate. Smooth score distributions alone do not suffice: if both
classes have the same uniform score distribution and oy = ag = 1/2, the ideal rule classifies everyone,
yet no rule with positive coverage satisfies both constraints strictly. The example in Appendix
Section B.3 shows that NPI then returns only indecisions with probability at least 1 — 4, regardless
of sample size. These local assumptions concern the coverage bound; Theorem 3.3 requires none of
them.
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4 Simulations

We evaluate joint error control and indecision rates in two settings: Gaussian classes with varying
overlap and a nonlinear classification problem with concentric rings. We compare NPI with NP
umbrella (Tong et al., 2018), the method of Ndaoud et al. (2026), and two implementations of LTT
(Angelopoulos et al., 2025).

4.1 Simulation design and competing methods

At each separation level, we conduct 5,000 independent repetitions. Each repetition uses independent
training and calibration samples, each balanced between the two classes. Sample sizes are specified
below, and the target population has class proportions m = w9 = 0.5. All five procedures share the
same fitted score and samples within each repetition.

We set a; = ap = 0.10. NPT uses a joint failure tolerance § = 0.05, with 71 =172 =1 — v/0.95 =
0.02532 and the exact critical values in (3.8). We implement NP umbrella using the calibration-rank
rule of nproc (Tong et al., 2018), applied to the shared score. It controls type I error with failure
tolerance 0.05; it makes no indecisions and imposes no type II error constraint. At its threshold
tnp, scores below tnp are assigned to class 2 and scores at or above txp to class 1, retaining the
nproc convention when scores are tied. The method of Ndaoud et al. (2026) uses their Algorithm 2
with both empirical error targets set to 0.10. If no empirically feasible rule is found, we return
indecisions everywhere.

The LTT framework can be adapted to our problem by testing both selective error constraints
for each candidate threshold pair. We consider LTT Holm and LTT sequence, which use Holm’s
adjustment (Holm, 1979) and fixed-sequence testing, respectively, at family-wise error level § = 0.05.
Implementation details are given in Appendix Section C.1.

Evaluation. Conditional on the fitted score and selected thresholds, we calculate the population
selective errors and indecision probability directly from the generating distributions. No test sample
is used. For a two-threshold rule, the classwise score distributions F; give decision probabilities
qi = F;({)+1— F;(u), the two errors are R; = F1(¢)/q1 and Re = {1 — F>(u)}/q2, and the indecision
probability is 1 — ", m;q;. Joint violation frequencies count repetitions in which either population
error exceeds its target. All repetitions enter the error distributions, their quantiles, the joint
violation frequencies, and the mean indecision summaries. When a rule makes no decisions in a
class, its error is zero under the convention 0/0 = 0 in (2.3).

A population oracle provides a reference by minimizing indecisions subject to both error con-
straints using the known class distributions. It has no sampling variability. Differences from the
oracle can reflect score approximation, finite-sample calibration, and restrictions on the candidate
rules.

4.2 Gaussian separation
We generate

X|Y=1~N(d/21), X|Y=2~N(-d/21),

and display results for d € {1.5,2.0,2.5,3.0,3.5}. The training and calibration samples each contain
1,000 observations, with 500 per class. We fit a linear discriminant analysis (LDA) score (Hastie
et al., 2009; James et al., 2023) and evaluate population errors using normal probabilities. The
oracle uses the likelihood ratio L(x) = exp(dz).
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Figure 3: Gaussian simulation with shared LDA scores and 5,000 repetitions per separation. Type I errors
appear above type II errors; the main type II panel is enlarged, with a smaller full-range panel below. Zero
errors are shown as horizontal bars; bar lengths and nonzero violin widths are scaled by their respective
proportions of repetitions. Filled and open markers indicate medians and 95th percentiles; arrows mark
off-scale values. Dashed lines mark the 10% target and purple segments show the population oracle. The
table reports population indecision percentages, averaged over all repetitions for the fitted procedures. NP
umbrella’s zero-indecision row is omitted.

Figure 3 shows comparable indecision rates for NPI and LTT sequence, with greater indecision for
LTT Holm. At d = 2, their mean indecision percentages are 42.2%, 42.6%, and 69.2%, respectively,
compared with 19.4% for the oracle. At d = 3, these percentages fall to 1.7%, 1.4%, and 5.9%, while
the oracle classifies every observation.

This Gaussian setting favors LTT sequence: the correctly specified LDA score closely follows
the likelihood-ratio ordering, supporting an informative training-based ordering of threshold pairs.
With one starting point, the sequence tests each pair at level é and stops at the first nonrejection
(Angelopoulos et al., 2025). Holm’s adjustment imposes smaller testing levels across the candidate
collection, making the calibration checks more demanding and increasing indecision. NPI requires
no such multiplicity adjustment (Theorem 3.3).
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Figure 4: Concentric-ring simulation with shared AdaBoost scores, 200 training and 200 calibration observa-
tions, and 5,000 repetitions per separation. Plotting conventions and indecision summaries follow Figure 3.

Across the displayed separations, the largest observed joint violation frequencies are 0.50% for
NPI and 0.66% for LTT sequence; no joint violations are observed for LTT Holm. These frequencies
are below the prescribed 5% failure tolerance. The method of Ndaoud et al. (2026) makes fewer
indecisions, but its joint violation frequencies range from 49.5% to 77.3%. NP umbrella controls
type I error, while its type II error exceeds the target in every repetition at d = 1.5 and d = 2.

The exact crossing probability bounds the event that some violating pair passes one class’s check.
This event includes pairs outside the search grid and pairs that fail the other class’s check. At d = 2,
this bound is 2.52% per class, whereas the selected rule’s observed type I and type II violation
frequencies are 0.10% and 0.22%, respectively. For both NPI and LTT, passing calibration requires
finite-sample evidence that the errors are below their 10% targets, favoring rules with a margin
below those targets.
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4.3 Nonlinear separation

We generate concentric rings through X = R(cos ©,sin ©), where © ~ Unif(0, 27) is independent of
R, and
R|Y =1~ Unif(0.5,1.5), R|Y =2~ Unif(0.5+d, 1.5+ d).

We consider d € {0.6,0.8,1.0,1.2}, with sampling uniform in radius. The training and calibration
samples each contain 200 observations, with 100 per class. We fit AdaBoost with at most 100 decision
stumps (Freund and Schapire, 1997) using the Cartesian coordinates. Population probabilities are
obtained by analytic integration over the rectangular regions on which the fitted score is constant.
The oracle classifies class-exclusive regions without error and permits randomization within the
overlap.

NPT achieves substantially higher decision coverage than both LTT implementations at d > 0.8
(Figure 4). At d = 1, mean indecision is 20.1% for NPI, 77.6% for LTT sequence, and 99.9% for
LTT Holm. At d = 1.2, these percentages decrease to 12.9%, 35.8%, and 93.2%, respectively. At
the smallest separation, d = 0.6, NPI and both LTT implementations make few decisions.

This setting illustrates the value of selecting thresholds without a prescribed testing order.
Learning the nonlinear score is more difficult, and training errors can be overly optimistic about
which threshold pairs will pass independent calibration. LTT sequence stops at the first failed
calibration check, potentially leaving untested pairs that would pass. NPI evaluates the full
calibration grid without relying on a training-based ordering, allowing it to identify passing pairs
with higher coverage. LTT Holm also searches its full candidate collection, but its multiplicity
adjustment makes the calibration checks more demanding.

The coverage advantage is accompanied by joint error control: the largest observed joint violation
frequency is 0.54% for NPI, compared with 0.20% for LTT sequence and zero for LTT Holm, all
below the 5% failure tolerance. The method of Ndaoud et al. (2026) makes more decisions, but
its joint violation frequencies range from 35.5% to 72.9%. Together with Section 4.2, these results
demonstrate comparable coverage for NPI and LTT sequence in the Gaussian setting, with substantial
gains for NPI in this more challenging nonlinear setting.

5 Real data

We study recidivism prediction using COMPAS data in this section and credit-card default prediction
using data from the University of California, Irvine (UCI) Machine Learning Repository in Appendix
Section D. We compare NPI with NP umbrella, the method of Ndaoud et al. (2026), and the two
LTT implementations used in Section 4. We examine how their selective errors and decision coverage
change as the common target oy = as = v varies.

For each data set, we randomly partition all observations into training, calibration, and test
samples 1,000 times, without balancing the classes. Within each partition, data-dependent prepro-
cessing and score fitting use only the training sample. All methods and targets share this fitted score
and the same calibration and test samples. Larger scores favor class 1; the learners and sample sizes
are specified with each application. Model and sample-size choices were informed by exploratory
analyses of these data sets and held fixed across the reported partitions.

At each target, NPI and both LTT implementations use a joint failure allowance § = 0.05, with
NPI assigning 1 — 1/0.95 to each class. NPI’s critical values depend on the calibration class sizes
ni,ns in each partition. NP umbrella uses a failure tolerance of 0.05 for its type I error constraint.
The test sample is reserved for evaluation.
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Figure 5: COMPAS results over 1,000 partitions, using logistic regression with 500 training, 4,000 calibration,
and 1,672 test observations. Violins show held-out selective error minus «, with type I above type II; the
latter includes a smaller full-range panel. Zero-error bars and positive-error violin widths are scaled by
their respective proportions of partitions. Filled and open markers indicate medians and 95th percentiles;
arrows mark off-scale values. The table gives mean test indecision percentages, omitting NP umbrella’s
zero-indecision row.

Within each actual class, we calculate the fraction of incorrect classifications among test
observations receiving definitive decisions, using 0/0 = 0 when no test decisions are made in that
class. All 1,000 partitions enter the error distributions, their quantiles, and the mean test indecision
rate. These empirical errors include test-sample variation, so their quantiles do not directly assess
the joint population guarantee in (2.8).

5.1 Recidivism prediction

The COMPAS (Correctional Offender Management Profiling for Alternative Sanctions) data were
compiled by ProPublica to study recidivism risk assessment in Broward County, Florida (Angwin
et al., 2016). Applying ProPublica’s screening criteria (Larson et al., 2016) yields 6,172 individuals.
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Class 1 comprises 3,363 individuals without recorded recidivism within two years; class 2 comprises
2,809 with recorded recidivism.

Each partition assigns 500 individuals to training, 4,000 to calibration, and 1,672 to testing. We
fit an unpenalized logistic regression using age, the logarithm of one plus the prior-offense count, and
the supplied COMPAS decile score. The estimated probability of no recorded recidivism provides
the shared classification score. We consider a € {0.20,0.25,0.30}.

Selective type I error measures the fraction incorrectly classified as recidivists among class 1
individuals receiving a definitive classification. Selective type II error is the corresponding fraction
incorrectly classified as nonrecidivists among class 2 individuals.

Figure 5 shows that NPI classifies more test observations than either LTT implementation at
each displayed target. At a = 0.25, mean test indecision is 64.0%, 79.0%, and 74.2% for NPI, LTT
sequence, and LTT Holm, respectively; at o = 0.30, the corresponding values are 35.5%, 42.8%, and
40.9%. The 95th percentiles of NPI’s selective type I and type II test errors are 24.6% and 24.5% at
a = 0.25, and 29.7% and 29.4% at o = 0.30.

LTT Holm’s test-error 95th percentiles also remain below both targets. For LTT sequence, they
are 24.7% for both errors at o = 0.25, and 30.3% and 30.1% at a = 0.30. LTT sequence returns
only indecisions in 342 and 56 partitions at these targets, compared with one and zero for NPI.

The 20% target permits few decisions: mean test indecision is 95.8% for NPI, 98.0% for LTT
sequence, and 99.5% for LTT Holm. The 95th percentiles of NPI's two test errors are 19.6% and
20.0%. The 570 partitions in which NPI returns only indecisions contribute zeros to both of its
error distributions.

In this application and the credit-card analysis in Appendix Section D, the method of Ndaoud
et al. (2026) makes more decisions than NPI, while the 95th percentiles of both of its selective test
errors exceed the displayed targets. NP umbrella classifies every observation, with type II error
quantiles above the targets.

6 Discussion

The NPI framework combines separate control of selective type I and type II errors with an explicit
objective of reducing indecisions. Score quality affects coverage, although the joint finite-sample
guarantee holds for any independently trained score.

The oracle rule of Section 2.3 and the ideal score-specific benchmark of Section 3.3 separate
the sources of indecision. Class overlap can limit coverage even when the likelihood ratio is known,
and an estimated score may further restrict the coverage attainable by thresholding. Theorem 3.4
bounds the additional loss due to calibration under local regularity conditions. Low coverage can
therefore reflect either limited separation or insufficient calibration data. Improving the score and
collecting more calibration observations address different sources of this loss. The dependence on
the smaller classwise sample size highlights the importance of calibration data from both classes.
How to allocate a fixed data budget between score learning and calibration, particularly when one
class is scarce, remains an important question.

The present theory concerns binary classification and assumes independent sampling within each
class, with an exchangeable extension given in the appendix. The common calibration event covers
many rules that are never selected, so the final rule’s error guarantee can be conservative. Appendix
Section B.4 allows other calibration boundaries within the same count-comparison argument.
Choosing these boundaries to improve coverage is a further direction.

Another extension concerns the choice of the score and error targets, which our theory requires
to be fixed before calibration. Choosing among several fitted scores or target pairs using their
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calibration results introduces an additional selection problem. Simultaneous calibration across these
choices would allow error—coverage comparisons to guide the final rule. Developing such a procedure
while limiting additional indecisions is a useful direction for future research.
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Online Supplementary Material for

Neyman—Pearson Classification with Indecisions: Simultaneous Control of Selective Type I
and Type II Errors

Section A gives proofs of the main results. Section B presents additional theoretical results,
including extensions to infinite exchangeability and other calibration boundaries. Section C describes
the LTT implementations, and Section D reports the credit-card default analysis.

A Proofs of the main results

A.1 Proof of Theorem 2.1

Proof. For any feasible classifier, we construct a two-tail rule with the same coverage and no larger
selective errors. We then show that the best such rule is attained by optimizing over the probabilities
of assigning each class.

Step 1: Place the class assignments in two ordered tails. Let
m1 f1(7)
T f1(z) + T2 fa(2)
Its value where both densities vanish is immaterial. Throughout the proof, expectations are taken

under the marginal distribution of X. For a randomized rule, let p;(x) be the probability of assigning
action j at x, j = 0,1,2. Thus p; > 0 and pg + p1 + p2 = 1. Fix any feasible rule and write

aj =E{p;(X)},  j=12

Its coverage is a1 + as < 1. We preserve these two assignment probabilities while placing class 1 on
the largest posterior scores and class 2 on the smallest.

Let G(z) = P{Y(X) < z} and, for v € (0,1), define Q(v) = inf{z € [0,1] : G(2) > v}. Set
Q(0) =0 and Q(1) = 1, and choose

a = Q(az), b=0Q(1 —ay).
The inequality a2 <1 — ay gives a < b. Define the new action probabilities by

p2(z;az) = 1{¥(z) < a} + y1{d(x) = a},
pi(z;ar) = 1{¥(z) > b} + 1 1{I(x) = b},

z)=PY =1| X =2) =

where
_apy —P{I(X) <a} _ay —P{9(X) > b}
PTUPOX) =ap 0 T T BIX) = b
Take the corresponding 7; = 0 when its denominator is zero. The quantile definitions give

P{¥(X) < a} <az <P{¥(X) < a} and P{H(X) > b} < a1 < P{J(X) > b}. Hence v; € [0,1] and
E{p;(X;a;)} =a;, j=1,2.

When a < b, the two class assignments have disjoint supports. If a = b and the common
boundary has probability d = P{J(X) = a} > 0, then

a1 +azx—1+d
M+ = ] <L

Thus the assignments are compatible at a shared boundary as well. A boundary of zero probability
does not affect the rule. Setting pg = 1 — p1 — po therefore gives a classifier with coverage aj + as.
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Step 2: Compare the classwise error probabilities. For this comparison, suppress a; in p;.
The upper-tail assignment satisfies

(¥ = b)(p1 — p1) > 0.

Above b, the new class 1 assignment probability is one; below b, it is zero; at b, the product vanishes.
Taking expectations and using E{p1(X)} = E{p1(X)} gives

E{J(X)p1(X)} = E{J(X)p1(X)}.
The lower-tail assignment similarly satisfies (¢ — a)(p2 — p2) < 0, yielding
E{d(X)p2(X)} < E{J(X)p2(X)}.

Write P;g = E{¢g(X) | Y =i}. By conditioning on X,

g B0} E(0 - 9(X))g(X)}

m T2
These identities and the preserved assignment probabilities imply

Pip1 > Pip1, Pyp1 < Popy,
Pips < Pip2, Papa > Pops.

Within each class, the probability of a correct decision increases or stays the same, while the
probability of an incorrect decision decreases or stays the same. Consequently, neither selective
error increases.

For the limiting argument below, express the error constraints in terms of these decision
probabilities. With 0/0 =0, R;(h) < a4, i = 1,2, is equivalent to

(1—oq)Pips —a1Pip1 <0,

Al
(1 — ) Pap1 — aaPops < 0. (A1)

The four inequalities above show directly that replacing p; by p; preserves both constraints. Thus
every feasible classifier has a feasible two-tail counterpart with the same coverage.

Step 3: Show that an optimal pair of assignment probabilities exists. The tail construction
in Step 1 is valid for every pair satisfying

a1 >0, az > 0, a; +az <1.

Using assignment probabilities lets us compare rules even when the posterior score equals a threshold
with positive probability. Increasing a; enlarges the corresponding tail; if its threshold stays at a
value with positive probability, the boundary assignment probability increases. Hence p;(x;a;) is
nondecreasing in a; for each x. Since its expectation is a;,

E|p;(X;a;) — pj(X;a})| = |a; — aj].

For each class, m; P;|g| < E|g(X)|. Therefore

la; — a

Pj(5a) - Piiap)| < =5, ij=12.
(2

23



Thus small changes in the assignment probabilities produce small changes in all four classwise
decision probabilities.

Let V' be the supremum of coverage over the feasible pairs. The pair (0, 0) is feasible, so V' € [0, 1].
Choose feasible pairs whose coverages approach V. Since both coordinates lie in [0, 1], a subsequence
converges to a pair (a}, a3) with a + a5 < 1. The bound above ensures convergence of the four
classwise decision probabilities. Taking limits in (A.1) shows that the rule indexed by (a7, a3)
remains feasible. Its coverage is a] + a3 = V. By Step 2, this is also the largest coverage among all
feasible classifiers.

Step 4: Express the optimal rule using the likelihood ratio. For the optimal pair, let
a* = Q(a3) and b* = Q(1 — a7). The posterior score satisfies

m L(z)

) = mL(z) + 2’

with posterior value zero when f; = 0 < fo and one when fo =0 < f1; set L =0 and L = +o0,

respectively, on these two sets. This transformation is strictly increasing. Thus
*

JOR _ Toa LOR _ mob*

w1 (1 —a*)’ w1 (1 —b%)’
with value 400 when the corresponding posterior threshold is one, give the same decisions as the
optimal two-tail rule. They satisfy 0 < (O% < 4OR < 400, with the boundary assignments permitted
in (2.6). This proves that the minimum in (2.7) equals the global minimum in (2.5).
If some rule without indecisions satisfies both constraints, then V' =1 and a3 = 1 — a}. Hence
a* = b*, giving coincident likelihood-ratio thresholds. At a common boundary of positive probability,
Y1 + 2 = 1, so no indecisions remain there. ]

A.2 Proof of Lemma 3.1

Proof. We first verify that the reference process is a martingale and derive its crossing recursion.
We then establish the existence of the exact critical value and compare a fixed candidate rule with
this reference process.

Step 1: Verify the reference martingale. For r € (0, ) and nonnegative counts e, k, define

the binomial likelihood ratio
( k) < r ) e ( 1 r ) k ( 2)
o\ « 1l -« ' '

For the independent Bernoulli(a) reference variables, write W, = 377", §; and

ZLn(r) = Loy Wi, m — W), Zo(r) =1. (A.3)
Conditional on &1, ...,&n—1, the expected multiplier from the next observation is
T 1—7r
—+(1- =1
a +(1—-a) o

Thus .Z,,(r) is a nonnegative mean-one martingale. Integrating these nonnegative processes over r
gives the same property for

1 (e
T, = a/ Lo(r)dr = Ba(Wym — W), Ty = 1. (A.4)
0
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Fix ¢ > 1, and stop at the first m < n with T,, > ¢, or at n if there is no crossing. This
bounded stopping time 7 satisfies E(7) = 1. On the crossing event, T > ¢, so nonnegativity gives
n,a(c) <1/c. The same argument with a non-strict crossing gives

IP’{ max TMZa}Sl/a, a> 1.

1<m<n

Step 2: Compute the crossing probability. For fixed m, replacing a correct decision by an
error multiplies the integrand in B, (e,m — e) by

r(l—«)

— <1 )
a(l—r)< , 0<r<a

Consequently, B, (e, m — e) is strictly decreasing in e, and T}, > ¢ is equivalent to W, < by (m).
Let py,(w) be the probability that W,, = w and the process has not crossed by time m. Initially
po(0) = 1, with all other entries zero. A surviving path reaches w at the next step from w — 1
with probability «, or from w with probability 1 — «. It remains a surviving path exactly when
w > by c(m). This proves the recursion in (3.7), with entries outside 0 < w < m taken to be zero.
Summing the surviving probabilities at time n yields 1y, o(c) =1 — > 5 _¢ pn(w).

Step 3: Establish the exact critical value. The reference maximum takes finitely many values.
As c increases, the crossing probability changes only when ¢ reaches one of these values, which the
strict check excludes at equality. Above the largest value, the probability is zero. Hence the first
admissible critical value in (3.8) is attained. To compare it with Ville’s critical value, fix n € (0, 1)
and take a = 1/n > 1. Finiteness of the support permits a value ¢ € [1,a) such that

T, = Tm>ap.
{max 7> of = { max 7o}
The non-strict crossing bound in Step 1 makes this ¢ admissible. Thus 1 < ¢,(n) < 1/7. In
particular, every count configuration satisfying B, (e, k) > 1/n also satisfies the exact check.

Step 4: Bound the error for a fixed candidate pair. Condition on the training information
and calibration labels, so the score, prespecified pair, and class counts are fixed. For class i,
abbreviate a = «;, § = R;(h¢y), and ¢ = Pi{h¢(X) # 0}. Under the null § > o > 0, ¢ > 0 because
a rule making no decisions has error zero by convention. The calibration observations independently
produce an erroneous decision, a correct decision, or an indecision with probabilities ¢, ¢(1 — 0),
and 1 — q. Therefore

m; ~ Bin(n, q), ei | mi = m ~ Bin(m, ).

Generate Bernoulli variables at probabilities o and 6 using the same independent uniform variables
A;r 1{A; < a} <1{A; <0} for each j. Their sums therefore satisfy the same ordering. Since the
statistic decreases with the error count, for m > 1 and ¢ > 1,

P{Bu(ei,m;i —e;) > c|m; =m} <P{By(Wy,,m — Wy,) > c}
< wm,a(c)-

When m = 0, the event is impossible because B, (0,0) = 1. Averaging over m; proves the fixed-pair
probability bound. O
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A.3 Proof of Proposition 3.2

Proof. Fix the fitted score and calibration observations. We first combine the two extreme tails
from passing pairs and establish maximality of the resulting decision region. We then compare exact
calibration with Ville’s critical values.

Step 1: Verify that the selected pair passes calibration. Write k; = m; — ¢; for the number
of correct decisions in class i. The statistic By, (e;, ki) decreases when an error is added and increases
when a correct decision is added. Thus a passing check remains satisfied if its error count does not
increase and its correct count does not decrease.

Because Ag is finite and nonempty, there is a passing pair ({4, u,) with ¢, = fax and another
(Ly, up) with up = Umin. Suppose first that fax < Umin. For class 1, the pair ({pmax, Umin) has the
same error count as (¢4, u,): both assign scores at most fyax to class 2. Since umin < ugq, its correct
count is at least as large. The class-1 check therefore passes. For class 2, compare with (€, up). The
error count is unchanged because both upper thresholds equal i, and the correct count can only
increase because fiax > fp. Thus the class-2 check also passes.

If lax > Umin, take any t € [Umin, fmax]. Relative to ({4, u,), the diagonal pair (¢,¢) has no more
class-1 errors and at least as many class-1 correct decisions, because ¢t < ¢, < u,. Relative to (€y, up),
it has no more class-2 errors and at least as many class-2 correct decisions, because £, < up < t.
Both checks therefore pass. Taking t = upi, gives the selected pair. In both cases the selected
thresholds belong to G, so this pair is an available passing candidate.

Step 2: Show that the selected decision region is the largest. When (.« < Unmin, every
passing pair satisfies £ < £y and u > upmin. Consequently,

(=00, ) U (u, +00) C (—00, lmax]| U (Umin, +00).

When x> Umin, the selected pair is diagonal and classifies every real score, so the inclusion
is immediate. Composing with s proves pointwise inclusion of decision regions in feature space.
Integrating their indicators under any distribution proves the asserted coverage maximality.

Step 3: Compare with Ville’s critical values. Keep the score, calibration observations, targets,
grid, and allowances fixed. Lemma 3.1 gives ¢; < 1/n;. Every pair satisfying By, (ei, ki) > 1/n; for
both classes therefore passes the exact checks. By Step 2, its decision region is contained in that of
h. An all-indecision rule has an empty decision region, so the inclusion also holds for the fallback
rule. Integrating this pointwise inclusion gives no larger indecision probability under any score
distribution; averaging it over a fixed test sample gives the corresponding empirical comparison. [

A.4 Proof of Theorem 3.3

Proof. We condition throughout on the training data, any independent training randomization, and
the calibration labels. First suppose both class counts are positive. The calibration features are
then independent, with distribution P; within class i. The score s, sample sizes n;, error targets ay,
and classwise critical values ¢; are therefore fixed. All probabilities and expectations in the proof are
conditional on this information. For each class, we construct one Bernoulli reference sequence whose
mixture likelihood ratio dominates the calibration statistic of every violating threshold pair at its
decision count. The exact crossing probability then bounds the chance that any such pair passes its
classwise check. We also show that this bound is attained when the classwise score distribution is
continuous, and finally combine the two classwise bounds.
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Step 1: Identify the classwise events to be controlled. Use the decision and error counts
m;(¢,u) and e;(¢,u) from (3.2), and write k;(¢,u) = m;(¢,u) — e;(¢,u) for the number of correct
decisions. For any fixed ¢ > 1, define

Vi(e) there exist — oo < ¢ < u < +00 such that
i(c) =
Ri(hey) > oy and  Bg{ei(l,u), ki(f,u)} > c

Thus V;(c) occurs if some pair violates the population error limit for class ¢ and passes its check at
critical value c¢. We first prove

P{Vi(c)} < Ynyay(c),  i=1,2. (A.5)

Step 6 shows that these events can be described using countably many threshold pairs, so their
probabilities are well defined.

Step 2: Construct a common Bernoulli reference sequence. Fix i € {1,2} and abbreviate
N = n;, a = a;, and F(t) = P;{s(X) < t}. We may generate the calibration scores as S; = F~1(Uj;),
where Uy, ..., Uy are independent Unif(0,1) variables and F~1(a) = inf{t € R: F(t) > a}. The
quantile identity gives, simultaneously for every threshold,

S; <t <= UjSF(t), 7=1,...,N, (A.6)

with F(—oo0) = 0 and F'(400) = 1. These generated scores have the same joint distribution as the
observed scores, including when scores have positive probability at individual values.

To orient errors toward the lower uniform tail, set V; = U; for class 1 and V; = 1 — U, for class
2. In either case, the V; are independent uniform variables. Define

Vi 12V } 2, = 1V, < a}. (A7)

D; = min {,

a 11—«

The depth D; is the first value of d at which V; enters [0, ad] U [1 — (1 — a)d, 1]. As d increases,

these two tails expand from the endpoints. Ordering observations by their entry times gives one
reference sequence for all candidate threshold pairs. Indeed, for 0 < d < 1,

P(D;<d,Zj=1)=ad, PD;<d Z;=0)=(1-a)d

Thus D; is uniform on (0,1) and independent of Z; ~ Bernoulli(ae). The pairs (Dj, Z;) are
independent across j.

Order the observations by increasing depth, and denote the corresponding labels by Z(yy,. .., Z(n.
The depths are distinct with probability one. Conditional on the entire depth vector, this ordering is a
fixed permutation of independent Bernoulli(«r) labels. Hence the ordered labels are also independent
Bernoulli(a) variables, conditionally on the depths. Write

m
Wy =0, Wi = Zjy, m=1,...,N. (A.8)
j=1

The same sequence will be used for all threshold pairs. Its labels Z; are auxiliary; they need not
equal a candidate classifier’s error indicators. The construction also leaves the algorithm’s treatment
of tied scores unchanged.



Step 3: Compare every violating pair with the reference sequence. We first compare
error counts at a common decision count. On the probability-one event of distinct depths, every
pair with R;(hg,,) > o satisfies

Wm,-(é,u) < ei(f,u). (AQ)
To prove this claim, fix a violating pair and let w and v be its population probabilities of an incorrect
and a correct decision within class i:

(w U) _ {(F(€)> 1 —F(U)), =1,
’ (1—F(u), F(£)), i=2.
Since w/(w + v) > o and w + v < 1, we have

[

d:=

<1, %54 1-v>a (A.10)
1l -« @

For class 1, a correct decision has V; > 1 —wv, so that Z; =0 and D; = (1 -V;)/(1 —a) < d.
An indecision has w < V; < 1 —w. Its two depth coordinates satisfy V;/a > w/a > d and
(1-V;)/(1—«) > d, giving D; > d. For class 2, reflection gives V; > 1 — v for a correct decision and
w < V; <1 —w for an indecision. Consequently, correct decisions have Z; = 0 and D; < d, whereas
indecisions have D; > d. These weak and strict inequalities follow directly from the convention
s <?and s > wu in (3.1); no continuity of F' is required.

Thus every correct decision precedes every indecision in the depth ordering, in either class. This
ordering is what links the candidate counts to the reference counts. Write m = m;(¢,u), e = e;(¢, u),
and k = k;(¢,u) = m — e. All k correct decisions lie among the first m depths: otherwise, a correct
decision after position m would be preceded by at least m decisions, contradicting the total of m.
Each correct decision contributes a zero to the reference sequence, so W,,, < m — k = e. The same
inequality is immediate when k = 0. Once the uniforms are fixed, this comparison holds for every
violating pair at once, including a pair chosen from the calibration data.

For fixed m, replacing a correct decision by an error multiplies the integrand defining B, (e, m —e)
by

r(l —«)

— <1 )
a(l—r)< , O<r<a

Hence B, (e, m — e) is decreasing in e. Combining this monotonicity with (A.9) gives
B,(e,m —€) < Bo(Wp,m — W)

for every violating pair. The right-hand side is evaluated along one reference sequence; only the
decision count varies with the pair.

Step 4: Apply the exact crossing probability. The reference counts Wy, ..., Wy have the
law of partial sums of independent Bernoulli(«) variables. Consequently, Lemma 3.1 gives

P{ max Bo (Wi, m — Wi) > c} — Py al(). (A11)

1<m<N
If a violating pair passes its classwise check, Step 3 implies

By (Wy,,m — Wy,) > Ba(e,m —e) > ¢, m=m;(l,u), e=e(l,u).
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Here m > 1, since B,(0,0) = 1 < ¢. Thus, restoring the class index,

Vi(c) C { max Ba,(Wp,m —Wy,) > c} (A.12)
1<m<n;

on one probability-one event. The decision count of a data-selected pair need not be a stopping

time: it only selects one of the times already included in the crossing event. Equation (A.11) proves

(A5).

Step 5: Establish equality for a continuous score distribution. Suppose F'is continuous.
We show that every reference crossing can be realized by a strictly violating pair with the same
calibration counts. This step concerns all real threshold pairs and a single classwise check.

Suppose Bo (Wi, m —Wi,) > c for some m > 1, and let d = D). Almost surely d < 1, and the
first m observations in depth order consist of the W, points with V; < ad and the m — W,,, points
with V; > 1 — (1 — a)d. We enlarge both tails without adding a calibration observation, increasing
the erroneous tail enough to make the resulting rule’s population error exceed . Choose ¢ > 0
sufficiently small that d + 2e < 1 and no V} lies in (ad, ad + €]. Next choose

0 < € <min{e, e(1 — a)/a}

so that no Vj lies in [1 — (1 — a)d — €/, 1 — (1 — a)d). Such choices exist because the sample is finite.
Set
w = ad + €, v=(1-a)d+¢.

Then w,v >0, w+v < 1, and (1 — a)w —av = (1 — a)e — ae’ > 0.
Continuity of F' ensures that it attains every value in (0, 1), even if it has flat portions. We can
therefore choose finite ordered thresholds with

(F(0), F(w) = {(“” S

(v, 1 —w), i=2.
The two target values are ordered because w + v < 1. For class 1, errors have V; < w and correct
decisions have V; > 1 — v; for class 2, these comparisons are V; < w and V; > 1 —v. Our choices
of €, € preserve exactly the first m reference observations under either convention. The pair thus
makes W,,, errors and m — W, correct decisions, so it passes the classwise check. Its population
error is w/(w + v) > a. This proves the reverse inclusion in (A.12), and hence equality in (A.5)
when Fj; is continuous.

Step 6: Handle all thresholds and combine the classwise bounds. Before combining
the bounds, we show that the event V;(c¢) can be described using countably many threshold pairs.
Round every finite threshold ¢ up to t®) = 27[2%], retaining infinite endpoints. The rounding
map preserves £ < u, and its values decrease to the original thresholds as b — oco. For a finite
calibration sample, all classifications eventually remain unchanged, including observations tied at a
threshold. Let w; = Pi{hy,(X) =3 — i} and v; = Pi{hg,(X) = i}. A strict violation is equivalent
to (1 — ay)w; — azv; > 0. Since Fy(t®)) — Fj(t), the strict violation persists for all sufficiently fine
rounding. Thus V;(c) equals the union of the corresponding events over ordered pairs of thresholds
of the form k/2° (k € Z, b € {1,2,...}) and infinite endpoints, a countable collection.

For the critical values ¢; = ¢y, o, (1), the defining crossing probabilities satisfy 1y, o, (¢i) < 1;.
Under the conditioning fixed at the start of the proof, V;(¢;) depends only on the class-i calibration

29



scores. The two classwise samples are independent, so these events are independent under the same
conditioning. Therefore

2
P{V1(c1)* N Va(c2)} = [][1 — P{Vi(es)}]
=1

v
Ew

{1 - ﬂ)nl,al Cz)}

1
1—771)(1—772)21—5-

v

This product argument concerns the two classwise events, each of which already ranges over all
threshold pairs. It does not require independence of the errors of the data-selected classifier. On
this intersection, every pair in the passing set A satisfies both population error limits. Because this
statement covers all thresholds, it applies to the pair selected from the random grid G x G in (3.11).
The finite grid search and the extrema defining the selected pair are measurable. If the grid contains
no passing pair, the procedure returns h= 0, whose two selective errors are zero by convention. We
have proved the claimed conditional guarantee for h. When calibration labels are random, average
over them; if either class is absent, the all-indecision fallback satisfies both constraints. This gives
the joint bound conditional on the training information alone. Averaging over that information
proves (2.8).

Label shift. To verify the consequence stated in the main text, consider any target class proportions
m; > 0 with m; 4+ mo = 1, retaining the conditional distributions F;. Write P, for this target
distribution. For every rule h,

miPi{h(X) # 0}

with the convention 0/0 = 0. Thus the validity event established above is the same for every
7. Conditioning on calibration labels removes any dependence of the bound on calibration class
proportions, and conditioning on training allows its class proportions to differ as well. Finally, the
decision-region inclusion in Proposition 3.2 gives ), TquZ( ) > >, miqi(h) for every passing grid rule
h, proving the coverage claim for every target mixture. O

P{h(X) £ Y |Y =i, h(X) #0} =

= R;(h),

A.5 Proof of Theorem 3.4

Proof. We construct a nearly optimal rule, show that it passes calibration, and transfer its coverage
to the selected rule. Joint error control then completes the argument. All probabilities are conditional
on the training information and calibration labels.

Step 1: Construct a nearly optimal rule with an error margin. Local regularity controls
the coverage cost of an error margin. For positive decision probabilities,

__F (5) _1-F(u)
Rl(h&u) - : RQ(hé,u) = W

q1(heu)’
Smoothness and positive g;(h%) make these quantities continuously differentiable near the ideal pair.
Write g4 = s tavy, ut+av, for the threshold movement in (3.15). If at least one constraint is active,
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choose bgi; > 0 smaller than the magnitude of every active directional derivative. Differentiability
then gives, for all sufficiently small a > 0, R;(g,) < a; — bgira for each active constraint. For inactive
constraints, continuity preserves at least half the initial margin locally. Reducing ag > 0 if necessary
ensures R;(gq) < a; —bgira for both classes whenever 0 < a < ag. Set hy = g; Jbairs SO that the margin
is measured directly by ¢. If both constraints are strict, instead take h; = h} for all sufficiently small
t > 0.

Set k = % min; ¢;(h%) > 0. By continuity of the decision probabilities and differentiability of
coverage, constants D¢, ty > 0 depending only on the population problem satisfy, for 0 < ¢ < ¢,

The coverage difference is nonnegative because h; is feasible. Reduce ty so that tg < min(aq, ).

Step 2: Convert an empirical error margin into calibration evidence. We first lower-bound
the calibration statistic using an empirical error margin. For one class, let e, k be nonnegative integer
counts with m = e+ k > 1, and put 0 = e/m. Suppose 6 < a— A for some 0 < A < a. For the
likelihood ratio .Z, , defined in (A.2), differentiation of its logarithm gives %{m*1 log Z, r(e,k)} =
(8 —r)/{r(1 —r)}. Since its logarithm vanishes at r = «, integration gives, for r € [ — A, a — A /2]

A

with 0 <r < a,

1 @ 20
Elog$a7r(e,k) == /r mdz
A2

24/Ta(z—r)dz:2(oz—r)222.

The first inequality uses f <rand z(1 — z) < 1/4. Integrating over an interval of length A/2 in
(3.4) gives

A mA?
B.(e, k) > 55 &P < 5 > . (A.14)
Step 3: Choose the margin and show that both checks pass. Choose the margin to make
the evidence bound exceed both critical values. Define

NminCmax 128 ¢
C = log » Gcal = 5 t = acal .
ﬁ R Nmin

With cg = (to/aca1)?, the sample-size condition ensures ¢ < ty. Step 1 therefore applies to h;, which
is independent of the calibration observations. Since nmin > 2 and cpax > 1, we have ¢ > log2 and

t> n;nlr{2 Using a; < 1 and ¢; < ¢max, We obtain

doyc;

< log 4 + % 1og nmin + 10g cmax < 3¢.

log

Here log4 < 2log nyin because nyi, > 2. Also, log8 < 3¢ and log(1/8) < ¢. Together with the
definition of ¢, these inequalities give

4041'01'

8
< 3¢, log 3 < 4¢, nikt? > 128¢, i=1,2. (A.15)

We next show that the empirical errors retain half the population margin. For the thresholds
(0, uy) of hy, write m; = m;(¢,uy) and €; = e;(4y, uy), using (3.2). Because hy is fixed, its decision

log
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indicators are independent Bernoulli variables, and errors conditional on a decision have probability
R;(ht). Thus
ﬁli ~ Bin{ni, qi(ht)}, 51‘ ‘ ﬁli =m r~ Bin{m, Rz(ht)}

Using q;(ht) > k and R;(hy) < o — t, consider the event

~ n;K - - t
Eir = {mz > é, e < my; (ai_ 2)}

A binomial Chernoff bound controls the decision count: P{m; < n;x/2} < exp(—n;x/8). Conditional
on m; = m > n;x/2, Hoeffding’s inequality (Hoeffding, 1963) bounds the probability that €;/m
exceeds o; — t/2 by exp(—mt?/2). Consequently,

. 42
P{E} < exp (-”J) + exp (- "Z:t ) . (A.16)

On &;, the evidence bound (A.14) with A = ¢/2 gives

t nth S
ex C;.
= Aoy P\ 16 :

By, (€, mi —¢€;) >

Indeed, the exponent is at least 8(, whereas log{4a;c;/t} < 3¢ by (A.15). For the failure probability,
t < 1 and the same sample-size bound give

P{cf{’:t} < e 160 4 7320 < 97 < B/4.

The last inequality uses log(8/8) < 4¢. A union bound shows that h; passes both calibration checks
with probability at least 1 — 3/2.

Step 4: Transfer coverage through the calibration grid. The comparison rule need not
have thresholds on the search grid. We first bound the coverage lost when replacing it by a
grid rule with the same calibration decisions. Let Fj(2) = n; ! >0t 1{s(Xij) < z} and set

; = {log(8/8)/(2n;)}'/2. The Dvoretzky Kiefer-Wolfowitz inequality (Massart, 1990) and a union
bound give, with probability at least 1 — 3/2,

sup|Fi(z) — Fi(z)| <&,  i=1,2
z
For each threshold z, write 29 = max{g € G : g < z}. This replacement preserves comparisons

with every calibration score and the ordering of the two thresholds, including ties. In particular,
Fi(29) = F;(z). On the event above, therefore,

Fi(9) — Fi(2)]| < 2e..

Let htg = hyg ,¢- It has the same classwise error and correct-decision counts as hy, so it passes both
t 7t
checks whenever h; does. Using g;(he,) = F;(€) + 1 — Fj(u) gives

|4 (h§) — qi(h)| < 4es, i=1,2. (A.17)
On the intersection of this event and the event in Step 3 that h; passes both checks, Proposition 3.2

gives R
Gi(h) > qi(hY) > qi(hy) —4ei,  i=1,2.
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This intersection has probability at least 1 — 5. Multiplying by the target-population proportions
and summing yields C(h) > C(hy) — 4, miei. Together with (A.13), this implies

¢

T'min

C* — C(h) < Dot + 42 migi < (Doea +4V/2)

The last inequality uses n; > nyin, ™1 + 72 = 1, and log(8/5) < 4¢. Thus the coverage bound holds
with probability at least 1 — 3, with K = Dcaca + 4v/2.

Step 5: Combine the coverage bound with joint error control. Theorem 3.3 guarantees
both population error constraints for h with probability at least 1 — §. On this event, h belongs
to the family in (3.14), including when it is the all-indecision rule, so C'(h) < C?*. Intersecting the
error-control and coverage events proves (3.16) with probability at least 1 —§ — 3. ]

B Additional results

B.1 Infinite exchangeability

An infinite sequence of labeled observations (X, Y});>1 is exchangeable if reordering any finite initial
segment leaves its joint distribution unchanged. That is, for every m > 1 and every permutation

(J1s---57dm) of (1,...,m),

((le}q)v"‘v(Xm’Ym)) = ((XJUY ) (ij,Y ))
The requirement applies to a whole infinite sequence, even though the observed sample is finite.
By de Finetti’s theorem, on a standard Borel sample space, such a sequence is independent and
identically distributed conditional on a random population distribution @ (Barber et al., 2024).
The observations may therefore be dependent through the shared Q). Ordinary i.i.d. sampling is
recovered when () is nonrandom.

Corollary B.1. Suppose (X;,Y;)j>1 is infinitely exchangeable on the standard Borel space X x {1,2}.
Let Q be its random population distribution, with Q(Y = i) > 0 almost surely, and write Q; = Q(X €
| Y =14). Fit s using a fized initial training block and, if needed, randomization independent of the
sequence. For calibration, retain the first n; subsequent observations of class i, where ni,no > 1 are
fized in advance. Define

QhX)=3-i} .,
QRCO) £0) -

with 0/0 = 0. Fizx targets o; € (0,1) and allowances n; € (0,1) such that (1 —m)(1 —1n2) >1 -6
before calibration. Apply the NPI calibration and selection steps. Then

Ri(h; Qs) =

P{Ri(h; Q1) < a1, Ra(h; Q) <z} >1-4. (B.1)
The same guarantee holds conditional on the training information.

Proof. The key is to condition on the random population distribution Q). We verify that the retained
calibration sample then has the classwise independent sampling law required by Theorem 3.3, apply
that theorem, and average over Q).
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Step 1: Identify the conditional calibration law. Let Fi;.i, denote the information in the
fixed initial training block and independent training seed. Conditional on @), de Finetti’s theorem
makes the labeled observations independent and identically distributed from ). Conditioning further
on Firain fixes the fitted score and leaves the post-training sequence independent and identically
distributed from Q.

To obtain the conditional law of the retained calibration features, condition additionally on
all post-training labels. The retained indices are now fixed, and their features are mutually
independent; a feature whose label is ¢ has law ;. Both class quotas are reached almost surely
because Q(Y = i) > 0. The retained features are therefore n; independent draws from @; and nq
independent draws from ()2, with the two groups independent. This law does not depend on the
post-training label sequence, so it remains the conditional law given (Q, Firain) after those labels
are integrated out. Thus retaining observations until both class quotas are filled does not change
this conditional feature law.

Step 2: Apply the joint error bound conditionally. The assumptions of Theorem 3.3 thus
hold conditionally, with P; replaced by @;. The critical values ¢; = ¢y, o,(1;) and their reference

crossing probabilities depend only on the fixed class sample sizes, error targets, and allowances; they
do not depend on Q. In particular, almost surely,

2
P{3(¢,u) € A: Ri(hgu; Qi) > o for some i | Q, Frain} < 1 — H{l — Y, (i)}
i=1

<1—(1—m)(1—m) <.

On the complementary event, every passing pair satisfies both error requirements, including the
selected pair. If no pair passes, h = 0 has both selective errors zero.

Step 3: Average over the random population distribution. Writing Vex = {Ri(ﬁ; Qi) >
«a; for some i}, we obtain

P(Vex | ﬂrain) - E{P(Vex ‘ Q’Ftrain) ‘ ftrain} S 5 almost SureIY‘
Averaging over the training information proves (B.1). O

The selective errors in (B.1) concern the population @ shared by calibration and future observa-
tions, rather than the marginal population obtained by averaging over (). The infinite-sequence
assumption is needed for the conditional independence used in the proof; exchangeability of a finite
sample alone does not suffice.

B.2 Calibration sample requirements

Even a score that separates the two classes needs enough calibration observations to pass the error

checks. For a fixed number of decisions m, the statistic B,, is largest when none of these decisions is

incorrect, in which case

(l-—a)™-(1-0a)
a(m+1)

This most favorable case determines the minimum number of decisions required by each classwise

check.

B, (0,m) =

(B.2)
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Proposition B.2. Forn > 1 and a,n € (0,1), define
mo(n,c,n) =min{m € {0,...,n} : Bo(0,m) > cpa(n)},

with my = 400 when the set is empty. A classwise check can pass only if at least my(n;, o, n;)
calibration observations from class i receive decisions. The check admits a passing count configuration
if and only if

log ; w

(1 - ai)”i <, equivalently n; > ’VIOg(lal)

If this condition fails for either class, NPI returns indecisions for all observations. If it holds for
both classes and every class 1 calibration score exceeds every class 2 calibration score, a pair passes
both checks and classifies every calibration observation correctly.

Proof. For fixed m, replacing a correct decision by an error multiplies the integrand defining
Buy(e,m —e) by r(1 — a)/{a(l —r)} < 1. Thus By(e,m —e) < By(0,m). Setting e = 0 and
integrating gives (B.2). Adding a correct decision multiplies the integrand by (1 —r)/(1 — «a) > 1,
80 By (0, m) strictly increases with m. No count with m < mg(n, a,n) can therefore pass the exact
check.

To determine when any count can pass, consider the reference maximum maxi<m<p L. Its
largest possible value is B, (0,n), attained exactly when all n reference Bernoulli variables are zero.
Indeed, every state with an error has a smaller statistic than the zero-error state at the same time,
and every earlier zero-error state has a smaller statistic than B, (0,n). Hence the probability of this
largest value is (1 — a)™.

If any count can pass, then B, (0,n) > ¢, o(n). The all-zero path must therefore be included in
the crossing event, giving (1 — )" < ¥ a{cna(n)} < n. Conversely, suppose (1 —«a)™ < 7. The
reference maximum takes finitely many values and B, (0,n) > 1. We may choose ¢ > 1 below this
largest value and at least as large as every other possible value. Then v, o(c) = (1 — )™ <1, so
cna(n) < ¢ < By(0,n). The count configuration with n decisions and no errors therefore passes.
This proves the equivalence and its logarithmic form.

Finally, when every class 1 calibration score exceeds every class 2 calibration score, set both
thresholds equal to the largest class 2 score. This grid rule makes n; correct decisions and no
errors in each class. The equivalence just proved shows that it passes both checks under the stated
sample-size conditions. ]

The sample-size condition ensures that a classwise check can pass in the most favorable configu-
ration. The actual minimum decision count mg(n, a,n) depends on the horizon n, and passing for
observed data also depends on the score separation and error counts.

B.3 The role of local regularity

The example in Remark 3.5 shows that smooth score distributions and positive ideal coverage C'¥
alone do not ensure the coverage bound in Theorem 3.4.

Proposition B.3. Let P, = P, = Unif(0, 1), take s(x) = z, and set oy = ag = 1/2. Then C§ =1,
but the rule returned by Algorithm 1 satisfies

P{C7 - C(ﬁ) =1}>1-6 for every finite ny,ngy > 1.

Proof. We first identify the population optimum and then show why the calibration grid almost
surely contains no feasible rule with positive coverage.
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The common threshold 1/2 classifies every observation and meets both error limits, so C} = 1.
Both score distribution functions are continuously differentiable near this ideal pair, and ¢;(h}) = 1.
However, every rule with positive coverage satisfies Ri(h) + R2(h) = 1. No movement of the
thresholds can therefore reduce both active error rates, and no such rule satisfies both constraints
strictly.

We now characterize the feasible pairs and compare them with the calibration grid. For a finite
calibration-grid pair 0 < £ < u < 1,

14 1—u

faled =i—w Pl =gy

Both errors are at most 1/2 exactly when ¢4 u = 1. With probability one, no two calibration scores
sum to one and no calibration score equals 1/2, since the finitely many calibration scores have a
joint continuous distribution. A grid pair with an infinite endpoint either makes no decisions or
assigns only one class, giving error one in the other class. Thus, almost surely, every grid rule with
positive coverage violates at least one target.

It remains to connect this grid property to the output of NPI. On the simultaneous-validity
event of Theorem 3.3, none of these rules can pass both calibration checks, and NPI returns only
indecisions. This event has probability at least 1 — J, proving the claim. ]

B.4 Other calibration boundaries

The count comparison in the proof of Theorem 3.3 also applies to calibration checks specified directly
through their largest admissible error counts. The following result separates this comparison from
the choice of calibration statistic.

Proposition B.4. Under the sampling assumptions of Theorem 3.3, condition on the training
information and calibration labels, with n; > 1, i = 1,2. For each class, let b;(0) = —1 and
bi(m) € {—1,0,...,m}, m=1,...,n;, be fized without using the calibration features. Let W; n, be
the partial sums of independent Bernoulli(cy;) variables, and define

Ui (bi) = P{W;m < bi(m) for some 1 < m < n;}.
Then

< . . :
P{ I <u: Ri(hey) > oy, (B.3)

ei(0,u) < bi{mi(f,u)} } < i(b),

with equality when the class-i score distribution is continuous. The crossing probability is computed
by
Pim(w) = {@ipim-1(w — 1) + (1 = a)pim-1(w) }1{w > bi(m)},

Ui(bi) =1— Z Pin (W),
w=0

where p; o(0) =1 and entries outside 0 < w < m are zero. If ¥;(b;) < n; and (1—mn1)(1—n2) > 1—90,
then, with conditional probability at least 1 — &, every pair satisfying both checks e; < b;(m;) obeys
both population error limits. Any measurable selection of such a pair, with the all-indecision fallback
when no pair passes, therefore satisfies the joint guarantee.

Proof. For class i, use the uniform variables and depth ordering constructed in Steps 2—3 of the
proof of Theorem 3.3. On one probability-one event, the resulting Bernoulli reference counts satisfy

Wimaeuw) < €i(€,u) for every pair with R;(hg.) > a;.
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If such a pair passes, then W;,,, < e; < bj(m;), and m; > 1 because b;(0) = —1. Its passing event is
thus contained in the reference crossing event, proving (B.3). As in Step 6 of that proof, rounding
thresholds upwards to successively finer dyadic grids eventually preserves all calibration counts and
any strict population violation. The event can therefore be expressed using countably many pairs
and has a well-defined probability.

When the score distribution is continuous, Step 5 of the same proof constructs, for each reference
state (m, W ), a strictly violating real threshold pair with exactly m decisions and W; ,, errors. If
Wim < bi(m), this pair passes. This proves the reverse inclusion and equality.

For the recursion, p; ,,(w) is the probability of reaching w at step m without crossing. A path
arrives from w — 1 with probability «; or from w with probability 1 — «;, and survives exactly when
w > b;(m). Summing the surviving probabilities gives 1 — W;(b;). Finally, the two classwise violation
events depend on independent calibration samples under the stated conditioning. Multiplying their
complementary probabilities gives at least (1 —n1)(1 —n2) > 1 — ¢. On this event, every passing
pair satisfies both constraints; the fallback has both errors zero. ]

To combine passing pairs by the rule in (3.11), a sufficient additional condition is
b,(m) < b,-(m+1) < bi(m)—i—l, 0<m<n;. (B4)

The first inequality preserves a passing check when a correct decision is added. The second preserves
it when an error is removed: e < b;(m) implies e — 1 < b;(m — 1). The count comparisons in
Proposition 3.2 then show that the combined pair also passes and has the largest decision region
among passing grid pairs.

The boundaries b, . used in this paper satisfy (B.4). Adding a correct decision increases By, giving
ba,c(m + 1) > bac(m); this inequality is immediate if the latter value is —1. If e = by o(m + 1) > 1,
removing an error increases By, so € — 1 < by o(m). If e <0, the same upper bound follows from
ba,c(m) > —1. Thus the default calibration retains both the martingale interpretation and the
largest-region property. Other boundaries can be calibrated by the recursion above; the coverage rate
in Theorem 3.4 additionally uses the particular lower bound on B, proved in Appendix Section A.5.

C Implementation details

C.1 LTT implementations

We apply LTT to a finite collection of threshold pairs {(¢;,u;) : j =1,..., Kyrr}, each defining a
rule of the form (3.1). For both the simulations and real-data analyses, the threshold grid consists of
the training-score quantiles at probabilities 0,0.01,...,1, together with —co and +o0o. We consider
all pairs with ¢; < u; and retain those with positive decision counts in both classes and training
selective errors no larger than their targets. The candidate collection is thus fixed before calibration.

For each pair, we test the null hypothesis that at least one population error exceeds its target,

Hj : Rl(hﬂj,uj) > o1 Or Rg(hgﬁuj) > (9.

Let M;; and E;; denote the numbers of decisions and errors, respectively, among calibration
observations from actual class i. The classwise binomial p-values and their combined p-value are

Dij = P{Bin(Mij’ ;) < Eij}v pj = maX{P1j,p2j}7

setting p;; = 1 when M;; = 0. Conditional on M;; and the training data, the error count has a
binomial distribution with success probability R;(he, ;). Taking the maximum therefore gives a
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valid p-value for H;: rejection provides evidence that both error constraints hold (Angelopoulos et al.,
2025). We use two procedures to control the family-wise error rate over the candidate collection at
level § = 0.05.

LTT Holm applies Holm’s step-down adjustment (Holm, 1979). It sorts the calibration p-values
and rejects successively while p(;) < /(Kprr —j + 1), stopping at the first nonrejection.

LTT sequence fixes a testing order using training data. For each pair, we evaluate the same
binomial-tail formula with the training counts,

P = g%P{Bm(Mgain, ai) < By

We order candidates by increasing p; and retain a candidate only if its training coverage exceeds that
of all previously retained candidates. These training statistics determine the sequence only; the tests
themselves use the calibration p-values p;. We use a single starting point, | 7| = 1 in Algorithm 1 of
Angelopoulos et al. (2025), so each test compares p; with ¢ and testing stops at the first nonrejection.
For either implementation, we select the rejected candidate with the largest calibration coverage,
breaking ties by the smaller lower threshold and then the smaller upper threshold. We return
indecisions everywhere if no candidate is rejected.

For the final LTT selection, calibration coverage is Z?Zl 7iM;j/n;. In the simulations, we use
7; = 1/2. In the real-data analyses, let N; denote the number of class i observations in the training
and calibration samples combined; we set m; = N;/(N; + N3). The training coverage used to
construct the LTT sequence uses the training class proportions instead. These weights are used
only for LTT coverage comparisons.

D Credit-card default prediction

We use the comparison and evaluation protocol in Section 5, with 1,000 random partitions. Our
second application uses the Default of Credit Card Clients data set from the UCI Machine Learning
Repository (Yeh, 2009). The data contain 30,000 clients in Taiwan, with the response indicating
default payment in the following month. Class 1 comprises 23,364 clients without recorded default,
and class 2 comprises 6,636 with recorded default. The 23 predictors describe credit limits,
demographics, and repayment, billing, and payment histories. We exclude the client identifier and
retain all recorded category codes. Full indicator encoding of sex, education, and marital status
yields 33 numeric inputs.

Each partition assigns 10,000 clients to training, 10,000 to calibration, and 10,000 to testing. The
score is the equal-weight average of nondefault probabilities from a 300-tree random forest (Breiman,
2001) and an XGBoost model (Chen and Guestrin, 2016) with 300 rounds, depth 3, and learning
rate 0.05. Both learners use the same 33 inputs, with settings held fixed across partitions; further
details appear in Section D.1. The ensemble choice was informed by a preliminary, NPI-directed
comparison of four learners at the 15% target.

We evaluate o € {0.05,0.10,0.15,0.20,0.25,0.30}; Figure 6 displays the four largest targets. The
two selective errors concern nondefaulting clients classified as defaulters and defaulters classified as
nondefaulting clients, respectively, among definitive classifications within each actual class.

Figure 6 shows that NPI achieves lower mean test indecision than LTT Holm at each displayed
target. At the 15% target, these percentages are 87.6% and 99.3%, respectively. At targets of 20%,
25%, and 30%, NPI’s mean indecision decreases to 58.7%, 36.8%, and 13.5%, compared with 64.2%,
42.8%, and 20.1% for LTT Holm. The 95th percentiles of NPI’s two test errors remain below the
target in all four settings: they are 14.1% and 13.9% at the 15% target, and 29.2% and 28.8% at
the 30% target.
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Figure 6: Credit-card default results over 1,000 random partitions, using an equal-weight random forest and
boosted-tree ensemble with 10,000 training, 10,000 calibration, and 10,000 test observations. The panels
show held-out selective error minus «, using the colors and markers in Figure 5. All 1,000 partitions enter
the error distributions, quantiles, and mean indecision percentages, using 0/0 = 0. Zero-error bars and
positive-error violin widths are scaled by their respective proportions of partitions; arrows mark off-scale
quantiles or zero-error bars.

LTT sequence returns indecisions everywhere in all 1,000 partitions at every displayed target.
Its first candidate fails calibration in each case, terminating the sequence before any rule passes.
Training errors from these flexible learners can be overly optimistic when constructing the testing
order. NPI does not require this ordering and can select among all passing pairs on its calibration
grid.

The additional targets of 5% and 10% permit few decisions for any of the three procedures. NPI’s
mean indecision is 100% and 99.94%, respectively; both LTT implementations return indecisions
everywhere at these targets.
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D.1 Score fitting

The credit-card analysis uses 20 numeric predictors and full indicator encoding of sex (codes 1-2),
education (0-6), and marital status (0-3), giving 33 inputs. These fixed encodings retain all recorded
categories; no observations are removed or category codes merged. Within each partition, both
learners are fitted only to the 10,000 training observations, with no hyperparameter tuning or early
stopping.

We fit a probability forest using ranger (Wright and Ziegler, 2017), with 300 bootstrap trees,
five candidate predictors per split, Gini splitting, and minimum node size 1. Each bootstrap sample
has the same size as the training sample, and tree depth is unrestricted. The XGBoost model uses
a binary logistic objective, 300 rounds, depth 3, learning rate 0.05, and histogram tree construction
with 256 bins. It uses all rows and predictors at each round, minimum child weight 1, minimum
split loss 0, Lo penalty 1, L1 penalty 0, and initial probability 0.5. The fitted score is the mean of
the two estimated nondefault probabilities. We evaluate both fitted models directly on each sample;
training scores use fitted predictions rather than out-of-bag predictions.
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